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Abstract. In the context of protein engineering and biotechnology, the
discovery and characterization of structural patterns is very relevant as it
can give fundamental insights about protein structures. In this paper we
present GSP4PDB, a bioinformatics web tool that lets the users design,
search and analyze protein-ligand structural patterns inside the Protein
Data Bank (PDB). The novel feature of GSP4PDB is that a proteinligand structural pattern is graphically designed as a graph such that the
nodes represent protein’s components and the edges represent structural
relationships. The resulting graph pattern is transformed into a SQL
query, and executed in a PostgreSQL database system where the PDB
data is stored. The results of the search are presented using a textual
representation, and the corresponding binding-sites can be visualized
using a JSmol interface.

1

Introduction

In the context of protein engineering and biotechnology, structural patterns are
three-dimensional structures that occur in biological molecules, such as proteins
or nucleid acid, and are key to understand their functionality. It is known that
there are common patterns and preferences in the contacts between amino acid
residues, or between residues and other biomolecules, such as DNA. The discovery and characterization of structural patterns is an important research topic
as it can give fundamental insight into protein structures and can aid in the
prediction of unknown structures [7,8].
We concentrate our interest on structural patterns representing proteinligand interactions [10]. Ligands are small molecules (such as oxygen, solvent
and metal) that can interact, bind and control the biological function of proteins.
Protein-ligand binding kinetics describes the process underlying the association
between the protein and ligand, particularly focusing on the rate at which these
two partners bind to each other [4]. The study of the speciﬁc interaction of a
protein with its ligand is an active research ﬁeld because of the implications this
has in the overall understanding of the structure and function of proteins, and
in particular in the fast-growing area of rational drug design [11]. Particularly,
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structure-based drug design/discovery [12] is one of the computer-aided methods, by which novel drugs are designed or discovered based on the knowledge of
3D structures of the relevant speciﬁc targets.
To the best of our knowledge, there is no standard way to model and represent
protein-ligand structural patterns. Most tools (e.g. ProteinsPlus [5] and AFAL
[2]) provide simple user interfaces where the characteristics and restrictions of a
structural pattern are ﬁlled in a Web form. An alternative is to use a notation
(i.e. a textual format) to describe a structural pattern, like the one provided by
PROSITE to represent motifs. However, such notations are restricted to express
sequence patterns (e.g. a sequence of aminoacid symbols). Hence, researchers are
unable to search structural pattern in a simple and natural way.
Considering the problem identiﬁed above, we propose a graph-based model
for representing structural patterns. Speciﬁcally, a protein-ligand structural pattern is modeled as a graph whose nodes describe amino acids or ligands, and
the edges represent their relationships. Based on this model we have developed
GSP4PDB, a web application that lets the users design, search and analyze
protein-ligand structural patterns inside the Protein Data Bank (PDB) [13].
The paper is organized as follow. In Sect. 2 we review protein-ligand structural patterns, and deﬁne the notion of graph-based structural graph pattern. In
Sect. 3 we describe the components of GSP4PDB. Finally, Sect. 4 presents some
conclusions and future work.

2
2.1

Graph-Based Representation of Structural Patterns
Protein-Ligand Structural Patterns

From a chemical point of view, proteins are by far the most structurally complex and functionally sophisticated molecules known [1]. There are four levels of
organization in the structure of a protein. The primary structure refers to the
sequence of amino acids, which are linked by peptide bonds to form polypeptide
chains. Polypeptide chains can fold into regular structures such as the alpha
helix and the beta sheet. These substructures conforms the secondary structure
of the protein. Tertiary structure refers to the full three-dimensional organization
of a polypeptide chain. Finally, if a particular protein is formed by more than
one polypeptide chain, the complete structure is designated as the quaternary
structure [3].
The notion of structural pattern is used to describe a three-dimensional
“structure” or “shape” that occurs in the secondary structure of a protein. The
same structural pattern can occur in a group of proteins with a given frequency
and satisfying speciﬁc criteria (e.g. atomic distance, composition, connectivity,
etc.). There are several types of structural patterns, but we concentrate on those
representing protein-ligand interactions [10]. In this context, a “ligand” is any
molecule capable of binding to a protein with a high speciﬁcity and aﬃnity.
We deﬁne a protein-ligand structural pattern as the combination of a ligand and a group of amino acids, whose three-dimensional distribution could be
determined by three types of relationships: distance between two amino acids,
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distance between an amino acid and the ligand, and the order of precedence (in
the sequence) of an amino acid with respect to other amino acid. For instance,
a C2H2-type Zinc Finger [6] can be described by a protein-ligand structural
pattern where a zinc atom (the ligand) is surrounded by two cysteine and two
histidine residues (the amino acids). Such basic structure could be extended by
distance conditions between the amino acids and the ligand.
A C2H2-type Zinc Finger can be written, according to the PROSITE notation, as C-x(2, 4)-C-x(3)-[LIVMFYWC]-x(8)-H-x(3, 5)-H. However, this textual
representation is not intuitive nor simple to search structural patterns. Next we
propose the use of graphs as a simple and natural way to represent and visualize
structural patterns.
2.2

Graph-Based Structural Patterns

We introduce the notion of graph-based structural pattern as an abstract model
for representing protein-ligand structural patterns. In general terms, a graphbased structural pattern is a graph where the nodes represent protein’s components (i.e. amino acids and ligands) and the edges represent structural relationships (distance between two amino acids, distance between a ligand and an
amino acid, precedence relationship between two amino acids).
Speciﬁcally, a graph-based structural pattern is a labeled property graph, i.e.
a labeled graph where nodes and edges can contain key-value pairs representing
their properties (or attributes). Three types of nodes are allowed, named aminonodes, any-nodes and ligand-nodes. An amino-node represents an speciﬁc amino
acid, whose name is deﬁned by the property “name”. An any-node represents
the occurrence of “any” amino acid (as a wildcard). Each any-node includes the
property “class” which allows to deﬁne the polarity classiﬁcation of the node
(i.e. non-polar, polar uncharged, positively charged and negatively charged).
A ligand-node represent the ligand of the pattern, and includes the property
“code” to deﬁne the 3 letters code of the ligand. On the other hand, nodes can
be connected by two types of edges: distance-edges and next-edges. A distanceedge is an undirected edge which represents the distance relationship between two
nodes. Each distance-edge includes the properties “min” and “max”, which allow
to deﬁne a minimum distance value and a maximum distance value expressed in
Angstroms (i.e. a distance range). A next-edge is a directed edge which allows
to specify that a node X follows a node Y in the protein chain.
Figure 1 shows the graphical representation of the graph-based structural
pattern for a C2H2-type Zinc Finger. Nodes are drawn as ellipses whose label
determine their type. Distance-edges are represented as lines containing the label
“distance”, and a round square with the min and max properties. Next-edges are
represented as arrows labelled with next. Properties (for nodes and edges) are
described as expressions of the form property = "value".
Note that the graph-based representation is a simple and natural way to
describe and recognize the two-dimensional structure of a protein-ligand pattern.
Moreover, the proposed model could be extended to represent other types of
structural patterns.
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Fig. 1. Graph-based structural pattern for a C2H2-type Zinc Finger.

3

GSP4PDB

Based on the notion of graph-based structural patterns, we have developed
GSP4PDB, a bioinformatics tool that lets the users design, search and analyze
protein-ligand structural patterns inside the Protein Data Bank. GSP4PDB is
available at https://structuralbio.utalca.cl/gsp4pdb/.
GSP4PDB is formed by three main elements: gsp4pdb-extractor, a java tool
which allows to extract and pre-process data from PDB ﬁles; a PostgreSQL
database system which is used to store and manage the protein data used by
the application; and a web application which provides a graphical interface for
designing and querying graph-based structural graph patterns. Next we describe
the implementation details of these components.
3.1

Protein Data Extraction and Pre-processing

GSP4PDB was thought to work using data obtained from the Protein Data Bank
(PDB) [13]. In this sense, we have developed gsp4pdb-extractor, a command-line
java application which allows to process PDB ﬁles, and export the protein data
to the PostgreSQL database.
The single parameter of gsp4pdb-extractor is the directory where the PDB
ﬁles are stored (we maintain a local copy of the PDB dataset using rsync.).
The current version is restricted to process ﬁles encoded using the PDB format
(*.pdb, *.ent or *.ent.gz). Initially, gsp4pdb-extractor explores the directory and
prepares a list of ﬁles to be processed. This list is ﬁltered according to the proteins
available in the PostgreSQL database. Hence, each time gsp4pdb-extractor is
executed, the PostgreSQL database is updated with the latest proteins published
in the PDB repository.
For each ﬁle (or protein) of the ﬁltered list, gsp4pdb-extractor parses the ﬁle
using biojava1 and create an object model of the protein. The main classes of the
1

http://biojava.org/.
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model are Protein, SChain, Aminoacid, AminoStandard, AminoStandardList,
Hetam (Ligand), AtomAmino and AtomHet. Although a protein can contain
many chains, we restrict our analysis to the ﬁrst one.
During the creation of the object model, three distance measures (expressed
in Angstroms) are pre-computed: DistanceAminoAmino, which is calculated as
the distance between the alpha carbon atoms of two amino acids; and DistanceAminoHet, which corresponds to the distance between the alpha carbon
atom of the amino acid and the center of mass of the ligand. Distances greater
than 7.0 Amstrongs are not considered. Note that PDB ﬁles do not contain
information about atomic distances. After some empirical tests, we decide to
pre-compute the distances in order to improve the performance of the system,
as it implies complex join operations for a relational database system.
In addition to the distance relationships, we deﬁne the class NextAminoAmino to represent the sort between each pair of amino acids in the
chain. After the object model of the protein is constructed, gsp4pdb-extractor
loads the data to the PostgreSQL database by using bulks of 1000 SQL instructions. Next we describe the relational model used to store and manage the protein
data.
3.2

Protein Data Storage

GSP4PDB uses a PostgreSQL database system (version 9.4) for storing and
managing the protein data. The relational schema is given by the tables shown
in Table 1. For each table we present its list of attributes and the corresponding
number of rows.
It is possible to see that a great part of the database corresponds to the
information related to distances, in particular, distances between each pair of
amino acids. Note that the number of chains is equal to the number of proteins,
as we are just processing the ﬁrst chain structure.
Table 1. Relational database schema used by GSP4PDB.
Table

Attributes

Protein

id, title, classification, organism, dep date,
technique, mod date

Chain

id, protein id, seqres, num het, num amino

Aminoacid

id, chain id, symbol, protein id, next amino

het

id, chain id, symbol, protein id, num atom

distance amino amino amino1 id, amino1 symbol, amino1 class,
amino2 id, amino2 symbol, amino2 class,
min, max
distance het amino

het id, het symbol, amino id, amino symbol,
amino class, min, max

next amino amino

amino1 id, amino1 symbol, amino1 class,
amino2 id, amino2 symbol, amino2 class

Row count
136,316
136,316
35,592,799
475,353
182,941,759

3,642,090
71,264,160
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In practice, just the tables distance amino amino, distance het amino and
next amino amino are necessary to search graph-based structural patterns. Note
that these tables contain data from other tables, i.e. they introduce data redundancy. This unnormalized design is useful to improve query computation. It
is important to note that the attributes min and max are used to represent the minimum and maximum distances between two components. Recall
that these distances are pre-computed by gsp4pdb-extractor. The rest of the
tables have been included to maintain additional information, and for future
developments.
In order to improve the response time of the database, we have created 12
btree indexes in the database. Speciﬁcally, the attributes id and symbol of the
three main tables were indexed. This is a preliminar conﬁguration which we
expect to improve in the future.
3.3

Web User Interface

GSP4PDB is based on a Web interface divided in two areas: the design area
and the output area. The design area (Fig. 2) allows the user to “draw” a graphbased structural pattern. This area provides buttons for the three types of nodes

Fig. 2. Design area of GSP4PDB.
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and the two types of edges. The graph-based structural pattern is shown in the
middle, and auxiliary buttons are shown on the right-hand.
The structural pattern shown in Fig. 2 is formed by: an amino-node labeled
as “HIS-1”, where “HIS” is the 3-letter code of the amino acid and “1” is its
node identiﬁer; an any-amino-node labeled as “ANY-2”, where “2” is its node
identiﬁer; a ligand-node labeled as “FE2”; a sequence-edge drawn as a ground
arrow labeled with “next”; and two distance-edges, represented as dashed lines,
and labeled with the min and max distance values (where [0.5, 7.0] is the default
distance range).

Fig. 3. Output area of GSP4PDB.

The output area (Fig. 3) shows the results of searching the graph-based structural pattern in the PostgreSQL database. Each result indicates the PDB ID of
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the protein where the binding site has been found, and the substructure represented in textual form. The format of the results is given as follows:
Amino-Amino distance:
(NodeLabel){AminoSymbol #Number}---dist---(NodeLabel){AminoSymbol #Number}
Ligand-Amino distance:
[NodeLabel]{LigandSymbol #Number}---dist---(NodeLabel){AminoSymbol #Number}
Next Amino-Amino relationship:
(NodeLabel){AminoSymbol #Number}---next--->(NodeLabel){AminoSymbol #Number}

In the example presented in Fig. 3, the Het-Amino distance edge
[FE2]{FE2 #365}------6.3------(ANY.2){GLY #147}
represents that there is a distance of 6.3 Angstroms between the ligand FE2
number 365 and the amino acid GLY number 147, the latter corresponding to
the ANY node occurring in the structural pattern. The results of the search can
be downloaded in diﬀerent formats (IDs, TXT, JSON). Additionally, each result
can be analyzed in a graphical way by clicking the 3D STRUCTURE button,
which opens a popup with the JSmol visualization of the binding site.
As real use-case, Fig. 4 shows the GSP4PDB representation of the C2H2type Zinc Finger presented in Fig. 1. The results for this structural pattern were
computed in 20 s approximately. The usability of GSP4PDB was evaluated by
researchers and students of the bioinformatics department at Universidad de
Talca (Chile). The evaluation shown that the graph-based representation was
very simple and intuitive to understand the protein-ligand interaction.

Fig. 4. A C2H2-type Zinc Finger “drawn” in GSP4PDB.
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From Graph Patterns to SQL Queries

In this section we present a brief description of the method to transform a graphbased structural pattern into a SQL query expression. In general terms, the
method generates a SQL query expression for each node-edge-node structure in
the graph pattern. The ﬁnal SQL query, expressing the complete graph pattern,
is the compositions of all the sub-expressions.
The method deﬁnes transformations for the following node-edge-node structures:
1.
2.
3.
4.
5.
6.
7.
8.
9.

Hetam - Distance (range) - Amino acid
Hetam - Distance (range)- ANY (amino acid)
Amino acid - Distance (range) - Amino acid
Amino acid - Distance (range) - ANY (amino acid)
ANY (amino acid) - Distance (range) - ANY (amino acid)
Amino acid - Next - Amino acid
Amino acid - Next - ANY (amino acid)
ANY (amino acid) - Next - Amino acid
ANY (amino acid) - Next - ANY (amino acid)

For instance, the SQL expressions corresponding to the ﬁrst node-edge-node
structure is the following:
SELECT het_id, amino_id AS amino[id amino]_id,
amino_symbol AS amino[id amino]_symbol,
min AS min_het_amino[id amino]
FROM distance_het_amino
WHERE het_symbol = ?[het_symbol]? AND amino_symbol = ?[amino_symbol]?
AND ( (min < [dmin] AND max >= [dmin])
OR (min <= [dmax] AND max > [dmax])
OR (min >= [dmin] AND max <= [dmax])
OR (min < [dmin] AND max > [dmax]) )

The above SQL expression is a template for querying a distance relationship
between a ligand and an amino acid. Note that the parameters of the template,
represented as square brackets, should be replaced with values from the graph
pattern in order to obtain the ﬁnal SQL expression. For the sake of space, we do
not present the rest of transformations. We refer the reader to the complete documentation of GSP4PDB which is available at http://renzoangles.net/gsp4pdb.

4

Conclusions

This paper presents GSP4PDB, a bioinformatics tool which allows to search
protein-ligand interactions by using a simple and intuitive graphical representation based on graphs. The main elements of GSP4PDB (the pre-processing tool,
the data storage system, and the web interface) were described. Currently, we
are working on the optimization of the system. In particular, we are conducting
empirical tests to improve the execution time of the PostgreSQL database.
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As future work we expect to extend the notion of protein-ligand structural
patterns to support ﬁlters and advanced relationships (e.g. metal interaction
geometries). Additionally, we will explore the use of big data technologies for
storing and query PDB data. Particularly, we expect to use graph-based technologies like Giraph, a graph processing framework built on top of Apache
Hadoop.
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